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Summary 
Synthetic data are artificial data that mimic the properties of and relationships in real data. It shows 
promise for facilitating data access, validation, and benchmarking, addressing missing data and 
under-sampling, sample boosting, and the creation of control arms in clinical trials. The UK 
Medicines and Healthcare products Regulatory Agency (MHRA) is using its current research into the 
development of high-fidelity synthetic data, to develop its regulatory position on AI medical devices 
trained on synthetic data, and on synthetic data as a tool for the validation and benchmarking of AI 
medical devices. 
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Introduction 
The predicted rise of artificial intelligence (AI) for health and social care implies that AI as a medical 
device (AIaMD) will become an ever more prominent subcategory of medical device.1 It is therefore 
increasingly important that medical device regulations are fit for purpose for AI and that 
manufacturers understand as well as comply with their obligations, chief of which is to demonstrate 
a favourable benefit-risk ratio for their AIaMD.2 Robust datasets are core to demonstrating the 
performance of AIaMD and are often the chief blocker to the development of such devices.3 It is 
incumbent on medical device regulators to ensure manufacturers have at their disposal the tools 
necessary to comply with these obligations and provide wider support to encourage the 
development of such innovative devices. The development of synthetic datasets may well constitute 
such an assistive tool. This paper outlines efforts by the MHRA to research and develop synthetic 
data and consider its use in the context of wider reforms to ensure medical device regulation is fit 
for purpose for AI.  
 
The synthetic data landscape  
Recent years have witnessed a growing interest in synthetic data due to a number of factors, 
including potential ease of access in a world with stricter data governance regulations, protection of 
patient privacy, benchmarking and validation capabilities in the context of machine-learning 
algorithms, and the ability to address limitations of real data, such as missing data, under-sampling, 
and small samples.4 More importantly, although the potential applications of synthetic data have 
been discussed for many years, it is only recently that methodologic advancements in synthetic data 
generation have been able to yield high-quality synthetic data.5  
 
Defining synthetic data 
Conceptually, synthetic data are artificial data that mimics the properties of and relationships in real 
data. The quality of synthetic data depends on the approach taken to synthetic data generation. The 
quality of synthetic data is often described in terms of its “utility” or “fidelity.” A synthetic dataset 
that is able to capture complex inter-relationships between various data fields and the statistical 
properties of real data can be referred to as a “high-utility” or “high-fidelity” synthetic dataset.  
In the context of patient health care data, a high-fidelity synthetic dataset would be able to capture 
complex clinical relationships and be clinically indistinguishable from real patient data. The 
generation of high-utility synthetic data tends to be highly resource intensive and depending on the 
application for which synthetic data are required, it may be acceptable to use low or medium utility 
synthetic data. 
 



 

 

It is important to note that there is a trade-off between utility and privacy when generating synthetic 
datasets. While the general assumption is that a high-utility synthetic data are associated with a 
higher privacy risk because it is closer to the real data, this may not always be the case and is 
dependent on the synthetic data generation approach used. 
 
Synthetic data generation approaches 
Synthetic data generation methods can be broadly categorized into three groups: generating 
synthetic data based on statistical properties of real data; adding noise to real data; and using 
machine-learning techniques to generate synthetic data.  
 
Generating synthetic data based on statistical properties of real data 
This approach relies on statistical properties of real data such as population distributions – for 
example, mean values, standard deviation, and value ranges for a data field such as blood pressure 
or blood glucose measurements or known prevalence of a disease in various subgroups. This 
approach is useful when the real data are difficult to access, or the distribution of events is highly 
imbalanced in the available real data sample. A key limitation of this approach is that, while each 
synthetic data field will have the statistical properties of real data, the complex relationship between 
data fields will be difficult to capture. Synthetic data fields generated using this approach will be 
completely artificial and thus, should not pose a privacy risk. 
 
Adding noise to real data 
This approach involves perturbation of some of the data fields in real data in different ways including 
substitution of real values with other realistic values, random shuffling of data values within a 
particular data field or application of a random numeric variance (e.g., plus/minus 10% to all data 
values in a field such that the data distribution is preserved). Substitution of real values can also be 
approached by swapping data within a data field with another sample from the same distribution.6 
These techniques can provide medium utility data while posing a slightly higher privacy risk as 
compared with other synthetic generation methods. 
 
Machine-learning techniques to generate synthetic data 
These techniques can be used to generate both semisynthetic and fully synthetic data. Machine-
learning techniques include Hidden Markov models, Bayesian networks (BNs), and deep-learning 
approaches such as generative adversarial networks (GANs) to learn patterns in real data. The 
learned patterns are then used as an input for the synthetic data generator to yield synthetic data. 
The utility of fully synthetic data generated using machine-learning techniques tends to be high 
because they are able to capture complex relationships between various data fields, with low privacy 
risks.  
 
The actual choice of machine-learning algorithm is dependent on the specific requirements for 
synthetic data. For instance, when transparency is a key requirement, BN approaches are preferable 
to GANs. Unpublished findings from the MHRA’s synthetic data research team suggest that GAN-
based approaches may perform better than BN approaches for numerical data fields and vice versa 
for categorical/nominal data fields. Hidden Markov models on the other hand, have been 
particularly useful for taking into account missing values in the real data.4,7 

 

 

The cost of synthetic data generation 
 
Based on the MHRA’s own experience of generating synthetic datasets, the cost of generating 
synthetic data is inversely proportional to both the fidelity and level of privacy assurances required. 
In general, machine learning approaches to generating synthetic data are more expensive because 



 

 

they require more computational power. We have not noted a meaningful difference in processing 
requirements for GAN versus BN approaches in head-to-head comparisons based on the same real 
data extract (ground truth data). However, the use of structural expectation maximisation to model 
and recreate missing data in the ground truth data is computationally very expensive. The nature of 
data being generated also influences the cost for e.g. learning the structure and relationships in a 
large ground truth dataset which has millions of observations, requires more computational power. 
A complex ground truth dataset that needs some customisation of the synthetic data generation 
methods would additionally incur a greater human resource cost.  
 
Another way of considering costs is comparing the costs of synthetic data generation to the costs of 
collecting and curating comparable real data. This depends on the real data source and our 
reflections are based on the main data source we have used, a routinely collected UK primary care 
electronic healthcare record database that is made available for secondary research in an 
anonymised format within an established data governance framework. In general, generating 
synthetic data based on publicly available statistical properties of real data is the least expensive 
approach to synthetic data generation with the caveat that this will not yield high-fidelity synthetic 
data. This approach would be cheaper than accessing real data. Perturbation approaches will 
invariably be slightly more expensive than the real data to which perturbation has been applied as 
there is a base data cost. This is because perturbation approaches could be viewed as value-added 
services applied to real data, generally, for privacy preservation.  
 
Machine learning based approaches can be significantly more expensive than real data given the 
current technology and our resource modelling suggests that synthetic data generated using these 
approaches can be between two to four times the cost of comparable real data. On the other hand, 
if these methods are used to generate synthetic data that can boost sample sizes in a clinical trial, 
there may be significant cost-efficiencies. However, as will be discussed in the next section, this 
particular synthetic data application needs further development and testing. Thus, synthetic data is 
not necessarily a cheaper option to real data; rather, high-fidelity synthetic data should be viewed as 
a valuable tool for specific applications where real data is not available, challenging to procure, or 
unsuitable.  
 
Potential applications of synthetic data 
This section provides a more detailed overview of the most promising synthetic data applications. 
 
Facilitating data access  
Access to individual patient level data is subject to strict data governance requirements and can be 
challenging for the health technology sector. In some instances, it may be possible to justify access 
to these data based on a clear public benefit from the use of these data, for example, to support the 
development of risk prediction algorithms that improve patient care and outcomes. However, even 
in such cases, once a promising algorithm is developed, there may be restrictions preventing the use 
of real data for backend software developments to create a risk prediction application on this basis.  
The decision on whether low-, medium-, or high-fidelity synthetic data should be used is dependent 
on the intended application. Where the synthetic data are being used as a proxy for real data for 
exploratory analyses or to train a machine-learning algorithm, it would need to be high fidelity. 
Where the key requirement is to understand the structure of the data, low- or medium-fidelity 
synthetic data may be sufficient. Open-source medium-fidelity synthetic data could also be used to 
design analyses and create analysis programmes that could then be run on the real data by 
researchers working within, or in partnership with, the data controller organisation.8 
 
Validation and benchmarking 



 

 

High-fidelity synthetic data could be especially valuable for validation of machine-learning 
algorithms that are trained using real data when alternative real data are not available for external 
validation purposes. In such cases, for meaningful external validation, the synthetic data should not 
merely replicate the real data used for training the machine-learning algorithm. Synthetic data used 
for validation purposes should either be based on a different real data source or be generated to be 
intentionally distinct from the training data to reveal potential biases in algorithm performance. This 
can be accomplished by using a conditional generation approach to synthetic data generation so 
that it corrects for known or suspected biases in the real data. Synthetic data can be particularly 
helpful in correcting biases due to under-sampling of certain population subgroups as is discussed in 
the next subsection. 
 
Addressing missing data and under-sampling 
Missing data is a common issue with health care datasets and can present in two ways. The first is as 
missing values within a specific data field, for example, body mass index values may be missing for a 
proportion of subjects in the dataset. The second type of missing data issue could be viewed as an 
under-sampling problem whereby certain population subgroups are completely absent from the 
data – for example, very elderly patients, or patients from a particular ethnic group. Many methods 
have been developed to deal with missing values in real data, and one such technique is called 
multiple imputation (MI). MI essentially infers the missing value based on other known 
characteristics of the patient, based on comparable patient data. Thus, some values for some 
patients in the real data would be “synthetic.”  
 
The under-sampling problem has not fully been addressed to date, and advances in synthetic data 
generation offer the opportunity to fill in these missing data gaps by generating completely synthetic 
patient records that accurately reflect characteristics of missing patient groups. This would help 
improve the generalisability of any machine-learning algorithms to population subgroups that are 
missing in real data. 
 
Sample boosting 
Synthetic data may be used to boost the sample size in scenarios when the real data are based on a 
small sample. Wang and colleagues4 demonstrated experimentally how synthetic data could be used 
to increase the sample size ten-fold, from 583 to 5,830 subjects. They were able to show that the 
correlational direction between the data variables was well preserved even after the scaling up of 
size. This application could be extremely beneficial when dealing with small patient cohorts relating 
to rare diseases and outcomes. However, further experimental evidence is required to establish 
whether the increase in sample size is informative and adds statistical value over and above the real 
data. 
 
In silico clinical trial methods 
Finally, synthetic data could be used to create synthetic control arms in clinical trials. This builds on 
the concept of in silico trials, which use computer simulation methods to demonstrate efficacy and 
safety of medical products compared with traditional experimental (in vitro or in vivo) approaches to 
evidence generation. In silico trials may use historical or contemporary data from other clinical trials 
or real-world data sources to create virtual patient cohorts. 
 
Regulatory applications 
From a regulatory perspective, there are two primary questions to consider how synthetic data 
might fit with AIaMD: Under what circumstances (if any) would medical device regulators and 
approved bodies accept AIaMD trained on synthetic data versus ground truth data; and, as outlined 
above, are there opportunities to use synthetic data for regulatory purposes, for instance, to 
validate or benchmark AIaMD? We consider each in turn. 



 

 

 
With respect to the acceptability of synthetic data as training data for AIaMD, the MHRA is in the 
early stages of considering under what circumstances that would be acceptable, what requirements 
might be necessary for the synthetic dataset itself (such as fidelity), and what supportive guidance 
might assist manufacturers exploring the use of synthetic data for this purpose and underpin future 
research. First, real data are currently the default option and will likely remain the default option for 
the foreseeable future. Second, MHRA is open-minded about the use of synthetic data for validation 
purposes while acknowledging that more experimental exemplars are needed before this is 
accepted as the norm. Third, it is important that synthetic data not compound already existing 
issues, becoming an “old lady that swallowed a fly” problem, where demonstrating the fidelity of a 
synthetic dataset becomes more problematic than issues of validating in a comparable real dataset. 
In short, while it has become plain that generating high-fidelity synthetic datasets for a variety of 
data types is possible, what is less clear is the position of these datasets within a safety-critical space 
such as AIaMD. It is this clarity that MHRA hopes to bring in the not-so-distant future. 
 
Innovation should not be limited to the market which is being regulated but also present in the 
methods and thinking of the regulator itself. Given this, the MHRA is exploring whether synthetic 
data might be used to “validate” or “benchmark” AIaMD. There are a number of elements necessary 
to consider the position of synthetic data as a regulatory tool. First, are there “upstream” issues that 
would block the effective use of synthetic data as a regulatory tool. For instance, there are multiple 
shades of meaning of “validation” of AI systems, in which case, the precise meaning of validation or 
further specificity of what benchmarking is required of AIaMD needs to be sought to unlock the 
potential of any innovative tools.9 Second, for what precise purpose would synthetic data be useful? 
For example, one of the primary challenges for AI is the generalisability (or lack thereof) of models. 
Generalizability translates in the context of medical device regulation as the requirement that 
clinical evidence demonstrates that the device is fit for purpose in all populations in which the device 
is intended to be used.10 In this respect, the malleability of synthetic data might transcend the 
limitations of ground truth data to test whether a model remains robust under a variety of scenarios 
and in different population subgroups. Given the above, the MHRA is cautiously optimistic that 
synthetic data might not only be of use for manufacturers but also as a regulatory tool to assist with 
validation and benchmarking of AIaMD. 
 
Conclusion 
High-fidelity synthetic data has the potential to assist with some of the major challenges of AIaMD. 
Namely, facilitating access to training data often without such a steep cost to patient privacy, 
providing better access to validation or benchmarking datasets, filling gaps in data that would 
otherwise exist, and boosting sample sizes. In addition, there are two primary regulatory questions 
that emerge from such techniques. That is, under what circumstances, if any, would it be acceptable 
for AIaMD to be trained or tested upon synthetic data versus real data, and are there opportunities 
to use synthetic data to better validate or test AIaMD models? The MHRA is committed to exploring 
such opportunities and questions to ensure synthetic data supports the burgeoning UK AIaMD 
market. 
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